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Abstract—Future sixth-generation (6G) mobile networks will
demand artificial intelligence (AI) agents that are not only
autonomous and efficient, but also capable of real-time adaptation
in dynamic environments and transparent in their decision-
making. However, prevailing agentic AI approaches in net-
working, exhibit significant shortcomings in this regard. Con-
ventional deep reinforcement learning (DRL)-based agents lack
explainability and often suffer from brittle adaptation, including
catastrophic forgetting of past knowledge under non-stationary
conditions. In this paper, we propose an alternative solution
for these challenges: Bayesian reasoning via Active Inference
(BRAIN) agent. BRAIN harnesses a deep generative model of
the network environment and minimizes variational free energy
to unify perception and action in a single closed-loop paradigm.
We implement BRAIN as O-RAN eXtended application (xApp)
on GPU-accelerated testbed and demonstrate its advantages over
standard DRL baselines. In our experiments, BRAIN exhibits
(i) robust causal reasoning for dynamic radio resource alloca-
tion, maintaining slice-specific quality of service (QoS) targets
(throughput, latency, reliability) under varying traffic loads, (ii)
superior adaptability with up to 28.3% higher robustness to
sudden traffic shifts versus benchmarks (achieved without any
retraining), and (iii) real-time interpretability of its decisions
through human-interpretable belief state diagnostics.

Index Terms—Active inference, Embodied-Al, mobile net-
works, trustworthiness, 6G.

I. INTRODUCTION

Artificial intelligence (AI) has achieved remarkable ad-
vances in recent years, from mastering complex games and
control tasks with reinforcement learning (RL) to producing
human-like content with large language models (LLMs) and
Generative Al. These achievements, however, remain largely
disembodied; models operate in simulated or data-driven do-
mains without direct physical grounding. LLMs, for example,
excel at pattern recognition and generation from static datasets
but cannot interact with a changing environment. Similarly,
deep reinforcement learning (DRL) agents typically train in
carefully crafted simulations with fixed reward functions, and
they often struggle when faced with real-world dynamics
outside their training distribution. In essence, today’s Al
systems lack the holistic, adaptive intelligence of an embodied
agent that can continually perceive, act, and learn in the real
world [1].
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This gap becomes especially critical in the context of
emerging sixth-generation (6G) and beyond networks [2].
These future networks are expected to connect tens of billions
of devices and support unprecedented services with stringent
performance demands, necessitating Al-native design princi-
ples that tightly integrate learning and control intelligence into
the infrastructure [2, 3]. The wireless environment is inherently
complex and non-stationary: channel conditions, user mobility,
and traffic patterns fluctuate constantly [4]. Moreover, 6G must
cater to a diverse array of quality of service (QoS)/quality of
experience (QoE) requirements across use cases [5]. Yet, most
“Al-enabled” networking solutions to date simply apply off-
the-shelf deep learning models (e.g., convolutional networks
[6] or deep autoencoders [7]) to specific tasks, without funda-
mentally rethinking the network’s cognitive architecture [8].
While these models can learn mappings from historical data,
they often fail to generalize when network conditions deviate
from the training set. RL introduces a degree of agency by
enabling Al to learn through direct interaction with the envi-
ronment [9]. Indeed, DRL-based implementations have shown
promise in wireless domains, tackling problems from dynamic
spectrum allocation and power control to handoff optimization
and end-to-end network slicing [10-12]. However, conven-
tional DRL solutions suffer from two major shortcomings that
limit their suitability as the “brains” of an autonomous 6G net-
work. First, DRL policies are typically realized by deep neural
networks that act as opaque black boxes [13]. Second, standard
DRL has very limited adaptability to changing conditions [14].
Once a DRL agent is trained for a given environment or
traffic scenario, it tends to overfit to those conditions. Neural
policies are prone to catastrophic forgetting: when learning
or fine-tuning on new data, they overwrite previously learned
behaviors [4]. Figure 1 illustrates this challenge in a network
slicing scenario: a baseline DRL agent quickly “forgets” how
to serve an enhanced mobile broadband (eMBB) slice once
it has adapted to an ultra-reliable low-latency communication
(URLLC) slice, and so on, necessitating expensive relearning
for each recurrence of prior conditions.

These limitations point to the need for a fundamental
reimagining of network AIl. There is a growing consensus
that next-generation networks should incorporate higher-level
cognitive capabilities; integrating elements of memory, per-
ception, and reasoning rather than relying solely on low-level
pattern recognition [8, 15]. In essence, Al agents in such a
system are no longer just offline models, but active participants
in the physical network environment. This agentic vision
naturally leads to active inference as a promising next step
for network intelligence. Active inference has been described
as an ideal framework for realizing such embodied Al, as it
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(a) Data distribution shifts during learning.
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Fig. 1. Preliminary experiment on catastrophic forgetting issue for DRL
agent in network slicing. (a) Sequential distribution shifts: DRL agent trains
initially on Slice 1 (eMBB, green), then shifts to Slice 2 (URLLC, red), and
finally Slice 3 (mMTC, blue), each with distinct QoS requirements and traffic
patterns. (b) The impact of distribution shifts on performance. Initially, at (D
the agent learns Slice 1 effectively. When data distribution transitions at 2
to Slice 2, the agent learns new policies while starting to forget previously
acquired knowledge (Slice 1). At ), another shift to Slice 3 occurs, further
reducing performance on previously learned Slices 1 and 2. Eventually, at
@), the scenario cycles back, requiring costly retraining due to performance
degradation caused by catastrophic forgetting.

biomimics how natural intelligent systems learn and adapt
via an action—perception loop grounded in the free energy
principle [16]. Originally developed in cognitive neuroscience
[17], active inference offers a unified theory of perception,
learning, and action based on Bayesian reasoning. In contrast
to conventional RL, an active inference agent does not rely on
hand-crafted reward signals; instead, it maintains an internal
generative model of its environment and desired outcomes.
The agent constantly updates its beliefs about the hidden state
of the world (perception) and selects actions to fulfill its goals
by minimizing variational free energy; a measure of prediction
error or “surprise” between the agent’s expectations and its
observations. In essence, the agent tries to anticipate what
should happen (given its model and goals) and then acts to
make reality align with those expectations, thereby reducing
surprise.

In this paper, we introduce an explainable deep active
inference agent for mobile network resource management
on AI-RAN testbed. This work is a detailed and expanded
version of a workshop paper currently under review. Be-
yond the original core concept, we i) broaden the experi-
mental depth with additional advanced agent baselines and
detailed ablations, ii) add a controlled non-stationarity stress
test across all agents to quantify robustness and recovery,
and iii) include policy-entropy analysis to make exploration-
exploitation dynamics comparable across DRL and active
inference, alongside expanded sections and discussions. We
call our framework BRAIN (Bayesian Reasoning via Active
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Fig. 2. Architecture of conventional DRL and proposed explainable deep
active inference agents.

INference), envisioning it as the “telecom brain” of an Al-

native RAN controller. Figure 2 contrasts the paradigm of a

conventional DRL agent with that of our proposed BRAIN

agent. The BRAIN architecture employs a deep generative
active inference model to design the relationship between la-
tent network states (e.g., congestion levels, channel conditions,
user mobility) and observed performance metrics, while also
encoding desired outcomes (e.g., slice-specific QoS targets)
as prior beliefs. At each control interval, the agent performs
active inference by minimizing variational free energy: it infers
the most probable current network state (perception step) and
then computes the optimal resource allocation action (action
step) that will drive the network’s predicted performance closer
to the target (i.e., correcting the deviation between expected
and desired outcomes). This cycle of inference and action
effectively allows BRAIN to carry out online learning and
control simultaneously. Unlike a DRL agent, which would
require retraining whenever the environment changes, BRAIN
continuously updates its beliefs in real time as new obser-
vations arrive, endowing it with a form of lifelong learning
that gracefully handles distribution shifts. Moreover, because
our agent’s internal computations revolve around probabilistic
beliefs and free-energy contributions, we can tap into these
intermediate results to understand and explain its behavior.
The core outcomes of our study are summarized as new
contributions (“C”) and new findings (“F”) as follows:

C1. We introduce BRAIN, the first deep active-inference agent
for AI-RAN closed-loop RAN slicing in O-RAN.

C2. We designed BRAIN agent intrinsically explainable by
exposing posterior beliefs over latent slice conditions
and an expected free energy (EFE) decomposition that
justifies each action in terms of goal alignment (extrinsic)
and uncertainty reduction (epistemic).

F1. In dynamic slicing experiments, BRAIN demonstrates

continual adaptation to non-stationary conditions. BRAIN

more reliably maintains heterogeneous slice intents under
dynamic loads.

Unlike black-box DRL, BRAIN exposes interpretable

internal variables, enabling causal and auditable expla-

nations for resource-allocation decisions.

F2

II. RELATED WORK

This section situates BRAIN within three complementary
research threads that underpin agentic intelligence in mobile



networking. First, we review how RL/DRL has been opera-
tionalized for network control and orchestration, particularly
in open radio access network (O-RAN) and slicing, as the
dominant agentic paradigm in practice. Second, we summarize
explainability efforts in wireless Al, including explainable
artificial intelligence (XAI) and emerging explainable rein-
forcement learning (XRL) approaches, highlighting the extent
to which interpretability is typically introduced post hoc rather
than being intrinsic to the decision process. Third, we discuss
active inference as an embodied intelligence framework that
unifies perception and action through probabilistic genera-
tive modeling and variational inference, and we identify the
limited evidence to date on deploying deep active inference
with operator-facing explanations in communications systems.
Together, these bodies of work clarify the methodological gap
addressed by our approach: an intrinsically interpretable, con-
tinually adaptive agent for real-time mobile network control.

RL on Mobile Networks. RL as well as DRL models
have been increasingly adopted for dynamic resource man-
agement and control tasks in wireless networks. Liu et al.
[11] propose OnSlicing, an online DRL framework for end-
to-end network slicing across RAN, transport, core, and edge
domains. ORANSIice [12], an open source, modular platform
for 5G network slicing tailored to the O-RAN ecosystem.
It integrates slice lifecycle management, resource orchestra-
tion, monitoring, and analytics within a flexible framework.
While RL policies can yield remarkable efficiency gains, their
opaque nature often manifested as “black-box” neural net-
works hinders understanding and debugging, limiting practical
deployment. Therefore, recent research has begun to explore
XRL methodologies to improve transparency by explicitly
elucidating policy decisions and learned behaviors.

XAI on Mobile Networks. To overcome the transparency
problem, researchers have turned to XAI techniques [18,
19] in the mobile networking domain [20]. In recent years,
several works have explored using popular XAl methods (e.g.,
SHAP [21] and LIME [22]) to interpret complex models for
wireless network tasks [23-25]. While useful, such generic
XAI approaches have proven insufficient for the needs of
mobile networks. They provide only superficial insight and
often struggle with the temporal and high-dimensional nature
of network data. Recognizing these gaps, some studies have
begun to pursue domain-specific XAl and inherently inter-
pretable models for wireless communications. Researchers
introduced custom time-series explainers for network traffic
models, which track how feature importance evolves over
time and identify anomalous patterns leading to errors [26,
27]. In general, these efforts underline that explainability in
wireless Al may require expert-driven designs to meet the
reliability and insight demands of network operations. It is
worth noting that XRL is also gaining traction in other fields
(like robotics and autonomous systems), aiming to extract
human-comprehensible policies from RL agents. However, in
the wireless networking literature, explainable RL or DRL has
seen very limited exploration so far. One notable approach
is SYMBXRL [28], which introduces a symbolic explanation
layer on top of black-box DRL models. In this framework,
a symbolic representation generator converts numerical state

and action variables into discrete first-order logic predicates.
In contrast, our proposed framework adopts a fundamentally
different paradigm by embedding explainability directly within
the agent’s generative and inferential processes. Therefore,
there remains a significant need for new methods that can
interpret and justify the actions of different learning agents.
Active Inference. In recent years, it has been applied in
engineering domains, showing promise for state estimation,
planning, and control under uncertainty [29]. These early stud-
ies suggest that active inference can serve as a flexible, biologi-
cally inspired approach to sequential decision-making, distinct
from reinforcement learning [30]. Note that RL formalisms
for adaptive decision-making in unknown environments are
subsumed by active inference. Researchers have applied active
inference to robot control tasks, where the agent’s generative
model enables it to handle ambiguous sensory inputs and still
pursue goal-directed behavior [31, 32]. An intriguing aspect
of active inference is its potential for built-in explainability,
though this aspect has yet to be concretely validated [16, 33].

III. PROBLEM FORMULATION FOR AGENTIC Al DESIGN

A. Reinforcement Learning

We model the closed-loop RAN slicing control problem as
a sequential decision-making task under uncertainty, which
can be formulated as a Markov decision process (MDP).
The agent in our scenario is the Near-RT RIC control eX-
tended application (xApp), and the environment consists of the
gNB and its slices (eMBB, URLLC, massive machine-yype
communications (mMTC)) along with their traffic and radio
conditions. At each discrete control interval ¢, the environment
is in some state s; that captures the current slice performance,
s¢ can be defined to include each slice’s downlink throughput,
buffer occupancy, and transmitted transport block count (as
obtained from O-RAN key performance measurement (KPM)
reports). The agent observes this state (or an observation
derived from it) and then selects an action a; from its action
space. In our use case, the action a; consists of setting the
fraction of physical resource blocks (PRBs) allocated to each
slice and choosing a scheduling policy (e.g., PF, RR, WFQ)
for each slice’s traffic. After the agent’s decision is applied,
the environment transitions to a new state s;4; according to
the network dynamics (influenced by the agent’s action and
external factors such as user traffic and channel variability),
and the agent receives a numerical reward 7,1, reflecting the
outcome.

The reward function R(s;,at, s¢+1) is designed to quantify
how well the slice-specific QoS objectives are met at time
t. In particular, we assign positive reward for high eMBB
throughput, negative reward for large URLLC buffer occu-
pancy (penalizing latency), and positive reward for successful
mMTC transmissions. Selected formulation is to define the
immediate reward as a weighted sum of key performance
metrics for the slices:

T4l = - throughputgi‘gBE) _ 3. buffergliliLLC)
(mMTC) (l)

+ v - TBcount;,; 7,



where throughputgiNiBB) is the eMBB slice downlink data rate

at time ¢+ 1, bufferiil}LLC) is the URLLC slice’s queue length
(mMTC)

(a proxy for its latency), TBcount;, is the number of
transport blocks successfully delivered for the mMTC slice,
and «, 8,7 are weighting coefficients reflecting the priority
of each slice’s KPI. This reward design encourages the agent
to maximize eMBB throughput, minimize URLLC queuing
delay, and ensure reliable mMTC delivery, in line with the
slices’ requirements.

The agent’s goal in RL is to learn an optimal policy 7*
that maximizes the expected cumulative discounted reward.
Starting from state s;, the objective (also called return) can be
written as:

Gy = E[ka Tttk+1 ’ St] ) )
k=0

with v € [0,1) denoting a discount factor that prioritizes
immediate rewards over future rewards. By maximizing this
return, the RL agent attempts to jointly satisfy the slices’ per-
formance objectives over time (e.g., sustaining high throughput
for eMBB, low latency for URLLC, and robust throughput for
mMTC) even as network conditions evolve.

It is worth noting that the agent does not have direct access
to all underlying network information (such as exact channel
conditions or future traffic arrivals); it relies on the observed
slice metrics as its state representation. In other words, the en-
vironment is partially observable from the agent’s perspective.
We can view the problem as a partially observable Markov
decision process (POMDP), where the O-RAN KPM reports
constitute the observation o; that provides a noisy, partial view
of the true state s;. In our design, we assume these reported
metrics are a sufficient statistic of the network’s condition,
and the agent (potentially using function approximation or
recurrent networks) can internally maintain any additional state
context needed.

B. Active Inference

Active inference is a novel decision-making paradigm stem-
ming from cognitive neuroscience that offers a unified ap-
proach to action and perception under uncertainty [34]. Instead
of learning a policy purely from external reward feedback, an
active inference agent leverages an internal generative model
of its environment and acts so as to minimize the “surprise”
(prediction error) of its observations. In our scenario, this
means the agent (our BRAIN xApp) is designed with prior
expectations about the RAN slicing system; for example, that
the URLLC slice’s buffer should remain low (to indicate low
latency) and the eMBB slice’s throughput should be high.
The agent then continuously adjusts its actions to align the
observed slice performance with these internal expectations,
thereby reducing unexpected deviations from desired behavior.

Mathematically, active inference casts the problem of
closed-loop control as a variational inference process. The
agent possesses a probabilistic generative model of the RAN
environment and treats the true network state as a latent (hid-

den) variable to be inferred. We can formalize this generative
model over a time horizon T by the joint distribution:

T
P(ovr, sor) = P(so) [[ Pst | st-1,a0-1) Plor | 5),

t=1

3)
where s; represents the hidden state of the network at time
t and o, is the observation (slice performance metrics) at
time ¢. Here P(sg) is the prior distribution over the initial
state, P(s; | s;—1,a.—1) is the state transition model encoding
the dynamics of the slices (how the true state evolves given
the previous state and control action), and P(o; | s¢) is the
observation likelihood model (mapping the hidden state to the
probability of seeing a particular set of KPM observations).
In our context, s; may encompass the underlying radio and
traffic conditions for each slice (e.g., actual backlog, channel
quality, etc.), while o; includes the reported throughput, buffer
occupancy, and TB count for each slice. The agent never
directly observes s;; instead it receives o; and must infer s;
from these measurements.

To enable principled inference, the agent maintains an
approximate posterior belief ¢(s;) over the hidden state and
refines this belief with each new observation. The quality of
the agent’s belief relative to the true state is quantified by the
variational free energy (VFE) [35]:

Fla,01) = Eqsp| Ing(st) — ImPlog,s¢) |, (4

which measures how “surprising” the observation o; is under
the agent’s current belief (it can be viewed as the negative
evidence lower bound for the model). By minimizing F with
respect to (s ), the agent updates its posterior to better explain
the observed data; in effect, performing a Bayesian update
to reduce prediction error. This continual belief update (often
implemented via gradient descent or closed-form Bayesian fil-
tering) corresponds to the perception phase of active inference:
the xApp assimilates the latest KPM measurements and adjusts
its internal state estimate so that its predictions about slice
performance become more accurate.

What truly distinguishes active inference from passive infer-
ence schemes is that the agent also acts to minimize expected
future surprise. In other words, beyond updating its beliefs,
the agent plans and takes actions that it expects will lead
to observations aligning with its preferences (and reducing
uncertainty). This is formalized through the EFE of a policy
m. A policy m = {as,a¢41,...,a:1 4} is a sequence of future
actions of length H (the planning horizon). The EFE for such
a policy can be expressed as:

G(T) = Eg(on,, soilm) [ Ing(ss¢ | ost) — In P(o>t,5>t)J ,

5)
where o~ and s~ denote the future observations and states
from time ¢ + 1 up to 7' (under the hypothesis that policy 7
is executed). Intuitively, G(7) predicts how much “surprise”
would be encountered if the agent were to follow policy 7.
Policies that are expected to produce observations close to the
agent’s preferred outcomes (and that reduce uncertainty about
the state) will have lower G(m). Thus, the action selection
rule in active inference is to choose the policy (or action,



in a look-ahead setting) that minimizes G(7). In our RAN
slicing use case, this means the agent will favor actions that
it believes will drive the slice metrics towards their ideal
ranges; keeping the URLLC buffer near empty and the eMBB
throughput high; while also gathering information to improve
its state estimates when needed. In effect, the agent balances
exploitation and exploration automatically: actions are chosen
both to fulfill slice QoS goals (according to the agent’s internal
goal preferences) and to resolve significant uncertainties (if the
agent is unsure about some aspect of the network state).

Generative Model

@ States (S): Hidden state variables s € S represent-
ing the true underlying condition of the RAN slices.
This can include factors like actual traffic load and
channel quality for each slice, which are not directly
observed but influence performance. The hidden state
at time ¢ mediates the generation of observations oy.
@ Observations (O): Measurable outputs 0 € O
that the agent can perceive from the environment. In
our case, these are the slice-level KPMs (throughput,
buffer occupancy, TB count per slice) reported at
each control interval. In a fully observable setting one
might have o; = sy, but here o; provides a partial,
noisy view of s;. @ Actions (U): Control inputs
u € U that the BRAIN agent can take to influence
the state. For the slicing scenario, an action defines
how resources are allocated to slices (PRB fractions)
and which scheduling policy is applied, thereby af-
fecting how the state s evolves (e.g., altering how
quickly a slice’s queue is drained or how throughput is
shared). @ Observation Model (A): The probabilistic
mapping from states to observations. A specifies the
likelihood of each possible observation given a state,
Ass = P(o | s). In our model, A captures how
a particular network state (with certain true through-
put demand, backlog, channel conditions, etc.) would
probabilistically produce the observed KPM metrics.
This includes any measurement noise or uncertainty
in observation. @ Transition Model (B): The state
transition dynamics under actions. B is defined such
that BS‘)S = P(s; = & | s4-1 = s, u_1 = u),
describiﬁg the probability of the state moving from s
to s’ given that action u was taken. In the RAN slicing
context, B encodes the effect of control actions on the
network state.

In summary, our active inference-based controller contin-
uously updates its internal model of the RAN slices and
selects resource control actions that minimize the expected
free energy. This leads to a closed-loop behavior wherein the
agent seeks to make its observations unsurprising by ensuring
slice performance meets the target objectives. Notably, this
framework naturally handles partial observability (treating the
true network conditions as latent variables to be inferred)
and accommodates multiple slice objectives through built-in
preference encoding (each slice’s QoS target is reflected in

the agent’s model as a preferred outcome). The result is a
principled control strategy that, unlike standard RL, does not
require an externally defined reward function for each scenario
but rather emerges from the agent’s intrinsic drive to minimize
prediction error and uphold its modeled service goals.

IV. EXPLAINABLE DEEP ACTIVE INFERENCE DESIGN
A. Generative Model Design

At the core of our framework is a generative model that
describes the network slicing environment without hierarchical
abstractions. We define a set of hidden state variables s;
that characterize the real-time status of the network and its
slices at time ¢. s; include latent features such as per-slice
traffic load, channel quality indicators, or queue lengths for
each network slice. The agent receives observations o; (e.g.,
measured throughput, latency, or slice performance metrics)
that are probabilistically generated from the hidden state. The
agent can also perform actions a; (or controls) corresponding
to slice resource allocation decisions. Without loss of gen-
erality, we refer to scenarios such as distributing a limited
pool of PRB among slices or selecting scheduling policies
for each slice, as typically encountered in O-RAN systems.
In Algorithm 1, BRAIN’s generative model is expressed as a
joint distribution over states, observations, and actions across
time, P(sq.T, 00.T, ao.T ), Which factorizes into dynamical and
observational components:

P(so.7,00.7, a0.:T) =

T-1 (6)
P(so) [] P(or | s0), P(ses1 | st,ar), Plar).
t=0

B. Variational Inference and Policy Selection via Free Energy
Minimization

Perception as Variational Inference: Upon receiving new
observation o; (e.g., current slice throughput levels), the agent
must infer the latent state s; (e.g., actual demand or user
load causing those throughput levels). BRAIN performs this
by minimizing the variational free energy F}, which serves as
a proxy for Bayesian inference. We define the free energy at
time ¢ as:

Fi(Q(s)) = EQ(s¢)[—In P(o; | s¢)—
InP(s; | si—1,a:—1)] + H[Q(s¢)],

where H[Q)] is the entropy of the approximate posterior Q.
Intuitively, minimizing F; encourages the posterior Q(s;) to
explain the observation well (high likelihood P(o; | s¢))
while staying close to the prior prediction P(s; | $¢—1,at—1)
(which is the generative model’s forecast from the previous
time, ensuring temporal consistency). In practice, we assume
a tractable form for Q(s;) (i.e., Gaussian distribution or delta
at a point estimate) and perform a gradient-based update
(or closed-form update if linear-Gaussian) to find Q*(s;) =~
P(s; | o<i,a<;). This posterior belief Q(s;) encapsulates
the agent’s current understanding of network conditions after
seeing the data. Notably, because the generative model is
explicit, this belief is fully transparent: each variable in s; (say,

)



Algorithm 1: Proposed BRAIN Agent
Input: Generative model P(S¢41, 041 | St,a¢);
Preference distribution Ppf(0); Action set A;
Time horizon T'; Prior belief Q(so).

Output: Selected action sequence {ag,ai,...,ar—1};
Logged beliefs and free-energy terms for
explainability.

Initialize Q(sq) (prior belief over states)

fort < Oto7T — 1 do

0y < observe new data from environment
// Receive observation o; (e.g.,
current network slice metrics)
Q(st) + BayesianUpdate(Q(s:—1), 0¢)
// Update posterior state belief
given o
// Belief update yields Q(s)
foreach a; € A do
Compute Q(0s4+1 | a) using generative model
// Predict observation
distribution if action a; is
taken

KLpref — DKL(Q(OtJrl ‘ at) Ppref(0t+1)>
// Divergence from preferred
outcomes (extrinsic term)
Tgin <= 1(8¢41; 0141 | ar)
// Expected information gain
(epistemic term)
G(at) — KLpref - Igain
// Expected free energy G(at)

af + argming, c 4 G(ay)

// Select action that minimizes
expected free energy
Execute a; on environment

// Apply chosen action
network slice resources)
Log Q(st), {G(a) : a € A}, and a} for analysis

// Record beliefs and free-energy

terms for explainability

(Adjust

the estimated load on slice 1) has a quantitative posterior that
can be reported or visualized. The ability to inspect Q(s;)
at any time means that the agent’s situational awareness is
interpretable and auditable.

C. Action Selection as Expected Free Energy Minimization

After updating its beliefs, the agent must decide on the
next action a; (e.g., how to reallocate resources among slices)
before the next observation arrives. Instead of using a learned
Q-value or policy network as in RL, BRAIN evaluates prospec-
tive actions by their expected free energy G(w), where w
denotes a candidate policy (a sequence of future actions, or
simply the single action a; in a one-step horizon case). The
agent chooses the policy that minimizes G(7), reflecting the
principle of active inference: actions are chosen to minimize

expected surprise and fulfill preferences. We formulate G()
(for simplicity, with a one-step horizon m = a;) as:

G(Cl,t) = EQ(St+1 | st,at) [ — IHP(Ot+1 | C)+

Dict,(Q(se41 | 0041)1Q(s041)) .

where the expectation is taken with respect to the predicted
next-state distribution under action a;, and inside we consider
two quantities for the next time step ¢ + 1:

(D Expected “Surprise” w.r.t Preferences: —In P(0;1; | O)
is the surprisal (negative log-probability) of a future ob-
servation o4 under the preference model. If an action is
likely to produce outcomes aligned with C' (e.g., all slices
meet their targets), this term will be low; if the action
would result in poor performance for some slice, yielding
an observation far from the preferred range, this term will
be high. Thus, the expected value E[—1n P(or41 | C)]
serves as a risk or phenotypic cost for that action.

(2) Expected Information Gain (Epistemic Value): The sec-
ond term Dxy,[Q(St+1 | 0141)|Q(st41)] is the KL diver-
gence between the posterior and prior predicted state at
t+1, which quantifies how much we expect to learn about
the hidden state by observing o.,1. Equivalently, it can
be expressed as the mutual information I[s;41; 0+1] be-
tween state and observation under that action. An action
that is expected to resolve uncertainty (e.g., probing an
uncertain slice’s condition by allocating it resources to see
if throughput improves) will have a high information gain,
reducing G. This corresponds to the perceptual ambiguity
term in active inference, encouraging exploratory actions
that reduce uncertainty.

D. Introspective Explainability of Decisions

At each time ¢, the BRAIN agent maintains a posterior belief
distribution over the latent slice states s; (e.g., each slice’s
current demand level or reliability). We denote this belief as:

Q(st) = P(s¢ | 01:4,a1:4—1), &)

with the probability of each hidden state given all past obser-
vations 01.; and actions aj.;—1. In practice, Q(s;) is computed
via the agent’s variational Bayes update after receiving obser-
vation o;. For example, if slice demand can be high or low,
Q(s¢) might be a probability P(s; = high) or P(s; = low)
that is updated as new traffic measurements come in. These
posterior beliefs are introspective variables because they rep-
resent the agent’s internal knowledge about the network (and
can be exposed for explainability). The distribution Q(s;) is
normalized and reflects the agent’s confidence in different slice
conditions at time .

The agent encodes prior preferences about desirable out-
comes for the network slices. Let P,.er(0) denote the pre-
ferred distribution over observations (or performance metrics).
Pyret(0) could assign high probability to outcomes where each
slice’s throughput or latency meets its target. At each decision
step, the agent predicts the distribution of next observations
Q(ot+1 | at) for a candidate action a; (by marginalizing over
its state beliefs). We define a preference alignment cost as
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Fig. 3. Overview of GPU-Accelerated Testbed.

the Kullback-Leibler (KL) divergence between the predicted
outcome distribution and the preferred distribution. Formally,
for action a;:

Dy, (Q(0t+1 | ar) Pprcf(0t+1)) =
(0t+1 | at) (10)
ZQ ot ‘ at Ppref(ot-i-l) ’

This term measures how well the agent’s expected obser-
vations align with its preferences (a form of phenotypic risk).
A lower KL value means the predicted network performance
under action a; is closer to the ideal (preferences), indicat-
ing good extrinsic alignment with the slice QoS goals. A
high value indicates a misalignment; particularly the agent
expects outcomes (like a slice throughput shortfall) that deviate
from what is desired. Minimizing this term drives the agent
to choose actions that fulfill slice requirements (extrinsic
reward-seeking behavior). In parallel, the agent quantifies
the epistemic value of actions, i.e., the expected information
gain about the latent slice states. This captures the action’s
exploratory benefit: how much taking action a; will reduce
uncertainty in s;y;. Mathematically, we can define the epis-
temic value as the mutual information between future states
and observations, conditioned on a;. One convenient form
is the expected reduction in entropy of the state-belief after
observing o441:

I(si1,0041 | ar) = H[Q(s¢41 | ar)]—

EQ (o041 | at) [H (Q(se41 | at70t+1)ﬂa (v
where H[Q(s)] = — >, Q(s)InQ(s) is the entropy. Intu-
itively, H[Q(s¢+1 | at)] is the agent’s prior uncertainty about
the next state before taking action a;, and the second term
is the expected posterior uncertainty after seeing the new
observation. Their difference is the expected information gain.
If action a; is purely informational (i.e., a probing action that
reveals a slice’s condition), this quantity will be high, meaning
the agent anticipates learning a lot (large epistemic value). If
an action is not informative, i.e., it does not affect observations,
the epistemic value is low. In many active inference formula-
tions, this corresponds to reducing perceptual ambiguity.

V. EXPERIMENT DESIGN
A. GPU-Accelerated AI-RAN Testbed

We deploy a private 5G testbed (see Figure 3) featuring
a GPU-accelerated O-RAN architecture built on the NVIDIA
Aerial Research Cloud (ARC) platform [36, 37] and Aerial
SDK [38]. In our setup, the gNB’s protocol stack is split into
an O-DU Low (Layer-1 PHY) running on an NVIDIA GPU
and an O-DU High/CU (higher layer protocols) running on
286 CPUs with OpenAirlnterface (OAI) [39]. The two halves
communicate via the Small Cell Forum’s FAPI interface,
enabling inline acceleration of PHY-layer DSP tasks on the
GPU while maintaining a standard OAI software stack for
MAC/RLC/PDCP/RRC. Foxconn O-RU [40] operating in the
n78 TDD band (mid-band FR1) provides the radio front-end,
connected over a standard O-RAN 7.2 fronthaul interface.
This O-RU supports a 100 MHz channel bandwidth (273
PRBs at 30 kHz subcarrier spacing) in TDD mode, with
a TDD pattern configured according to 3GPP Release 15
specifications (e.g., DDDSU slots). The testbed is equipped
with both commercial and softwarized UEs to generate multi-
slice traffic. In particular, we use a COTS 5G UE (Sierra
Wireless EM9191 modem module) and an OAl-based soft UE
(nrUE) as two end devices.

The Sierra Wireless EM9191 provides a real 5G NR user
equipment that connects over-the-air to the gNB. The OAI
nrUE is a software UE stack (also running on a server with an
SDR front-end) that emulates a second 5G UE, allowing fine-
grained control of its traffic and slicing configuration. Both
UEs support establishing multiple PDU sessions concurrently,
which we map to different network slices (as described next).

B. Use Case: Intelligent Orchestration

We consider a multi-slice RAN scenario where an intelligent
xApp is deployed as an autonomous agent for closed-loop slice
resource orchestration. O-RAN near-RT RIC hosts our BRAIN
xApp, which observes network state and dynamically controls
a gNB serving multiple slices. In our setup, a single 100 MHz
cell (one O-RU/gNB) serves two UEs with three slice types;
eMBB, URLLC, and massive mMTC each with distinct QoS
requirements (high throughput for eMBB, low latency for
URLLC, high reliability for mMTC). The gNB’s MAC is slice-
aware, maintaining separate buffers and scheduler queues per
slice, and the UEs generate traffic for their respective slices
(e.g., one UE carries a video stream on eMBB and a real-
time control flow on URLLC via separate PDU sessions, while
the other carries sporadic IoT telemetry on mMTC). This
forms a rich environment for the xApp agent to orchestrate
intelligently.

The BRAIN xApp continuously monitors slice performance
via the O-RAN E2 interface. A lightweight KPM monitor
xApp streams real-time telemetry [41]; such as slice-specific
downlink throughput, buffer occupancy (queue length), and
downlink transport block count into the RIC’s data layer (using
the standard O-RAN KPM service model). These metrics,
shown in prior work [42] to effectively capture slice traffic
demand and QoS conditions, constitute the state s that our
agent observes. At each control interval (on the order of tens of



(a) Mean cumulative reward.

(b) Average loss (stability).

(c) Policy entropy.

Fig. 4. Training dynamics of agentic (RL/DRL) and embodied (active-inference) Agents on AI-RAN testbed: i) Mean cumulative reward per episode (higher
is better), showing convergence speed and asymptotic control performance. ii) Average training loss (lower is better), used as a stability proxy for optimization
dynamics during online learning. iii) Policy entropy (higher indicates more exploration), capturing the exploration-exploitation evolution over training.

(a) Belief State H. - eMBB Slice.

(b) Belief State H.- URLLC Slice.

(c) Belief State H. - mMTC Slice.

Fig. 5. Agent’s posterior belief trajectory over hidden traffic demand levels (Low, Medium, High) for each network slice across episodes. Time on the x-axis
indexes discrete decision epochs (e.g., observation-update intervals x 103), and the y-axis enumerates the three demand states (Low at bottom to High at top).
Color encodes the belief probability Q(s¢) (brighter/yellow = higher, darker/purple = lower). White arrows mark the agent’s explicit information-gathering

Check actions.

(a) EFE Components - eMBB Slice.

(b) EFE Components - URLLC Slice.

(c) EFE Components - mMTC Slice.

Fig. 6. Interpretation of the EFE (G(7)) decomposition. At each time step, the chosen action’s epistemic (soft green) and extrinsic (soft red) terms presented.
Epistemic value dominates early on (favoring exploration) and then gives way to extrinsic value (favoring QoS/exploitation).

TABLE I
HYPERPARAMETERS OF BASELINE RL MODELS.

Model Learning Discount Replay
R. F. Buffer
Deep Q-Network (DQN) 1x 1073 0.99 10° exp.
Actor-Critic (A2C) 1x 1073 0.99 on-policy
Policy Gradient (REINFORCE) 5 x 10~ 0.99 on-policy
Proximal Policy Opt. (PPO) 5x 1074 0.99 on-policy
Soft Actor-Critic (SAC) 1x1073 0.99 10° exp.

milliseconds), BRAIN computes an action a to adjust the RAN
slicing policy. The action space includes tuning the PRB allo-
cation fraction for each slice (partitioning the cell’s bandwidth
among eMBB/URLLC/mMTC) and selecting the scheduling
algorithm per slice (e.g., proportional fair, round-robin, or
weighted fair queueing). These commands are dispatched to
the gNB via an O-RAN E2 control message (using a custom
control service model aligning with O-RAN specifications),
thereby closing the control loop. In this agentic deployment,
the xApp autonomously adapts network parameters in real
time to satisfy slice service-level objectives.

Slice-specific QoS priorities are encoded into the agent’s
reward (or utility) function to drive its behavior. In our design,
the eMBB slice is throughput-oriented (the agent rewards high

eMBB data rates), the URLLC slice is latency-sensitive (the
agent penalizes large URLLC buffer occupancy to minimize
queuing delay), and the mMTC slice is reliability-focused
(the agent rewards successful delivery of mMTC transport
blocks, which correlates with reliable coverage for sporadic
IoT traffic). Guided by these objectives, the BRAIN xApp can,
for example, allocate extra PRBs to URLLC during congestion
to promptly drain its queue, or switch the mMTC slice’s
scheduler to a more opportunistic mode when sporadic uplink
packets arrive. The constantly updated KPM state from the
monitor xApp allows BRAIN to verify if slice performance
indicators are being met and react quickly if not.

C. Baseline Agents and Training Methodology

Tuning Baseline Agents. To evaluate our BRAIN agent,
we compare it against a broader suite of baseline agents,
including both learned policies and a heuristic scheduler.
Specifically, we implement: @ Tuned Heuristic that statically
partitions PRBs among slices (according to fixed priority
weights) and uses a weighted round-robin scheduler (a non-
learning baseline), @ Deep Q-Network (DQN) agent for
slice control [43], € Advantage Actor-Critic (A2C) agent
[44], @ Vanilla Policy Gradient agent (REINFORCE [45]),



(a) eMBB Slice.

(b) URLLC Slice.

(c) mMTC Slice.

Fig. 7. Comparative network slicing performance of the proposed BRAIN agent against a broader set of baselines: Tuned Heuristic (weighted round-robin),
and DRL agents DQN, A2C (AC), REINFORCE (PG), PPO, and SAC, evaluated across three heterogeneous network slices under the same state/action

interface for a fair comparison.

@ Proximal Policy Optimization (PPO) agent [46], and @
Soft Actor-Critic (SAC) agent [47]. All learning-based xApps
observe the same state (slice KPM metrics) and produce the
same type of actions (PRB allocations and scheduler choices)
as BRAIN, ensuring a fair comparison. For fairness, we also
give each RL agent a comparable model architecture (a 5-layer
fully-connected neural network with ~30 neurons per layer)
and tune their hyperparameters accordingly (see Table I). In
particular, all use a discount factor v = 0.99 and learning
rates on the order of 1073, with on-policy methods (A2C,
REINFORCE, PPO) relying on fresh trajectory rollouts and
off-policy methods (DQN, SAC) utilizing experience replay
buffers. All custom agents are implemented in PyTorch and
deployed as containerized xApps, making them compatible
with the O-RAN near-RT RIC platform. We train each agent
through direct interaction with our RAN testbed in an on-
line learning fashion (agentic xApps continuously updates
its policy as it receives new observations and rewards). To
ensure a fair evaluation, every learning agent is trained for the
same number of time steps (on the order of 10° environment
interactions, which equates to several hours of network time at
a 20 ms control interval). We repeat each training experiment
across multiple random seeds (e.g., 5 independent runs per
agent) and report the mean performance with 95% confidence
intervals to account for stochastic variability. We compare both
convergence speed in terms of training iterations and actual
wall-clock time, since on-policy methods like PPO require
more interactions but less computation per step, whereas oft-
policy methods like SAC can learn from fewer interactions at
the cost of more intensive updates.

Tranining. To characterize the exploration-exploitation be-
havior of all controllers with a common scalar, we report pol-
icy entropy over training time. For each episode, we compute
the Shannon entropy of the action-selection distribution used
to generate decisions at each time step and average it across
the episode:

== pia) log(p(a)), (12)
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Fig. 8. Resilience to a controlled non-stationarity event (traffic distribution
shift) measured via all-slices QoS satisfaction. The vertical dashed line at time
step 0.5210% marks the non-stationary event traffic surge.

where A denotes the (discrete) action space and p;(a) is
the probability of selecting action a at time step t. For
comparability across methods, we compute entropy over the
same action abstraction used by the xApps, i.e., the joint
decision over PRB allocation templates and scheduler choices.

For or on-policy methods, the action-selection distribution
is the learned stochastic policy, hence p:(a) = mo(a | s¢). We
compute H, directly from the categorical action probabilities
output by the actor network at each time step and then average
over the rollout trajectory within the episode using (13). This
measure is consistent with the entropy quantities commonly
used for entropy regularization in on-policy RL, and it captures
how quickly the learned policy collapses from broad explo-
ration (high entropy) to confident decisions (lower entropy)
during training. For SAC, the action-selection distribution is
also the learned stochastic actor, i.e., pi(a) = mg(a | s¢). We
compute entropy from the actor distribution at each time step
and average per episode. Because SAC explicitly optimizes
an entropy-regularized objective, its entropy often remains
higher for longer than standard on-policy methods, reflecting
sustained stochasticity in the learned control policy even after
rewards stabilize.

DQN does not parameterize an explicit stochastic policy; it
learns action-values Qy(s, a). To enable a meaningful entropy
comparison, we define p;(a) as the behavior policy used to
select actions during training. With e-greedy exploration, this



distribution is:
pi(a) = |€7j| +(1-¢)l|la= argrr}lz}ng(st,a')} ,  (14)

and the corresponding entropy is computed via (12)—(13).
This yields an episode-wise entropy curve that reflects the
exploration schedule (e.g., annealing €;) and the induced
concentration of behavior on the greedy action over time. The
tuned heuristic applies a deterministic rule (static PRB parti-
tioning with weighted round-robin scheduling). Consequently,
the induced action-selection distribution is approximately a
point mass and its entropy is near zero, serving as a reference
that highlights the absence of learned exploration in the non-
learning baseline.

For BRAIN, we define policy entropy using the posterior
distribution over actions inferred from EFE. At each time step,
BRAIN evaluates the EFE G(a | s;) for each candidate action
and forms an action posterior:

exp(—y Gla | 51))

gt(a) = softmax(—y G(a | s¢)) = S exp(— G | %)
a’€A (15)

where ~ is a precision (inverse-temperature) parameter con-
trolling decisiveness. We then set p:(a) = ¢:(a) and compute
H; and f{ep using (12)-(13). This entropy has a principled
interpretation in active inference: it quantifies uncertainty in
the inferred control decision given the agent’s beliefs and
preferences, and it typically decreases as the posterior sharpens
with experience (without necessarily collapsing to zero if
stochasticity is retained for robustness). In addition to overall
performance, we design experiments to probe each controller’s
adaptability and robustness. We introduce controlled non-
stationary during training/deployment. For instance, a sudden
change in traffic intensity or a switch in channel conditions
partway through an experiment to evaluate how quickly each
agent re-adjusts to new network dynamics. This tests for
resilience to changing conditions and potential catastrophic
forgetting in the RL baselines (i.e., whether a policy trained
under one traffic profile fails when the profile shifts). We
also conduct sensitivity analyses on key parameters of our
BRAIN agent, including the slice preference model and reward
weighting (extrinsic QoS objectives vs. epistemic exploration
bonus), the planning horizon length used in its decision-
making, and the level of observation noise in the state input.
By varying these factors, we assess how robust the agent’s
performance is to mis-specified preferences or uncertainty.

VI. EVALUATION

Analyzing Performance of Intelligent Agents. Fig. 4 sum-
marizes the training performance of the BRAIN agent versus a
tuned heuristic baseline and various DRL agents (A2C, PPO,
DQN, SAC, REINFORCE) in AI-RAN testbed. In Fig. 4a,
BRAIN agent’s reward curve climbs steeply, converging in far
fewer episodes and reaching a higher asymptotic reward than
all baselines (including the tuned heuristic). This indicates that
BRAIN learns an effective policy with significantly higher
sample efficiency; extracting more cumulative reward from
limited interactions. By contrast, the DRL agents exhibit
slower reward growth and lower plateaus, reflecting the heavy

trial-and-error search typical of model-free RL. Faster reward
convergence means BRAIN can attain near-optimal control de-
cisions with much less training data than the DRL benchmarks
which is a critical advantage in real-world networks where
each training episode (e.g. a timeslot of suboptimal decisions)
has tangible costs. Fig. 4b plots the average training loss,
where again BRAIN distinguishes itself with a markedly lower
and more stable loss trajectory throughout training. BRAIN
agent’s loss remains near an order of magnitude lower than
the deep RL agents’ losses and shows minimal oscillation.
This stability indicates that BRAIN’s learning updates are
well-behaved, preventing the large gradient swings or diver-
gence issues that often plague DRL training. In contrast,
the RL baselines (especially more volatile ones like DQN
or REINFORCE) exhibit higher loss values with noticeable
fluctuations, signaling less stable learning. Such instability
in RL can arise from the algorithms struggling to adjust to
the RAN’s non-stationary dynamics: when the environment’s
“rules” (e.g. user load, channel conditions) change continually,
a conventional RL agent has trouble re-using prior knowledge
and may need to relearn repeatedly. Fig. 4 illustrates the
policy entropy over time, shedding light on each agent’s
exploration—exploitation balance. BRAIN’s entropy starts high
(encouraging exploration) and then declines gradually as train-
ing progresses. Importantly, it never collapses to zero; instead,
BRAIN’s entropy tapers to a moderate level, indicating a
controlled exploration strategy. This steady entropy reduction
suggests BRAIN is systematically exploring the action space
early on and then confidently exploiting its learned policy as
it converges, all without prematurely losing diversity in its
decisions.

Explainability Analysis. We model each slice’s demand as
a hidden state (Low/Medium/High) and visualize the agent’s
posterior belief over time as heatmaps in Fig. 5. In the eMBB
Slice (Fig. 5a), the agent quickly concentrates its belief on
the High demand state (bright band in the top row) once high
traffic is observed. Around ¢ ~ 40, the underlying demand
drops and the belief becomes less concentrated, spreading
across states before refocusing on Medium. After the arrow-
labeled Check actions, the belief sharpens again and returns
to High by ¢ 70. This matches the intuition that the
agent becomes more certain when informative observations
arrive (a single dominant bright band) and remains more
uncertain otherwise (belief distributed across multiple states).
In Fig. 5b, the posterior initially alternates mainly between
High and Low, reflecting ambiguity in early observations. At
t ~ 30, a demand shift drives rapid belief concentration toward
Low. Following the epistemic Check at ¢ ~ 60, the belief
becomes more peaked and consolidates strongly on Medium
demand. In Fig. 5c, the agent begins with low uncertainty,
confidently focusing on Low. After Check at ¢t = 20, the
belief shifts decisively toward High. Around ¢ ~ 50, changing
conditions increase uncertainty (belief spreads across states)
before gradually concentrating toward the Medium state by
t~70.

In Fig. 6a for the eMBB Slice, we observe that the
epistemic value dominates in the early phase, where the green
area is most prominent. This indicates that the agent is initially

~
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exploring uncertain aspects of eMBB traffic demands, likely
performing observation-driven or probing actions to refine
its internal beliefs about bandwidth requirements. Over time,
the epistemic term steadily declines, while the extrinsic cost
increases. This transition reflects that the agent has gained
enough confidence in its beliefs and begins to shift toward ex-
ploitative behavior, focusing on aligning slice resource alloca-
tions with performance preferences. In Fig. 6b for the URLLC
Slice, a slightly different pattern emerges. The epistemic
and extrinsic components are more balanced during the early
stages, implying that the agent simultaneously explores and
regulates URLLC’s latency-critical requirements. This behavior
reflects the tight QoS constraints of URLLC, which necessitate
that even early decisions consider extrinsic risks. In Fig. 6¢
for mMTC Slice, we see the strongest and longest-lasting
epistemic engagement. The green region dominates the first
half of the plot, suggesting that the agent initially dedicates
extensive exploration effort to understand mMTC’s demand
dynamics, which are likely bursty and sparse in nature. After
t = 2000, a sharp increase in extrinsic value occurs as the
agent begins enforcing goal-directed behavior.

Slicing Performance. Fig. 7 reports per-slice empirical
CDFs of KPMs for the three heterogeneous slices, measured
on the AI-RAN testbed under the same state/action interface
for all agents. Using CDFs (rather than only means) is
important because it exposes fail behavior and reliability:
a right-shift of the CDF indicates that an agent achieves
larger KPM values more frequently ("Better —"), while
a steeper CDF indicates reduced variability (more predictable
operation). Fig. 7a shows that BRAIN yields the most fa-
vorable throughput distribution; relative to all DRL baselines
and the tuned heuristic, indicating higher throughput across
essentially the entire operating range. Qualitatively, BRAIN
improves not only the median throughput but also the upper
quantiles, suggesting that the agent learns a slicing policy
that preserves eMBB capacity even while meeting stricter
URLLC/mMTC requirements. In contrast, baselines exhibit
either i) lower medians or ii) larger dispersion, implying
less consistent eMBB service under the same traffic mix and
control budget. Fig. 7b reports the distribution of the URLLC
PRB ratio (i.e., the fraction of physical resources effectively
assigned/available to URLLC by the slicing and scheduling
decisions). Higher URLLC PRB-ratio CDF reflects stronger
resource protection for URLLC, which is consistent with
meeting latency-sensitive objectives under congestion. BRATN
exhibits the most right-shifted curve, indicating that it allo-
cates/maintains higher URLLC resource shares more reliably
when needed. This behavior aligns with the embodied active-
inference design: the agent’s action posterior (formed via
EFE) naturally increases precision toward URLLC-protective
actions when beliefs indicate rising queue pressure, rather
than relying on brittle reward shaping or episodic retraining.
Several DRL baselines (notably REINFORCE and the tuned
heuristic) show substantially more mass at lower PRB ratios,
which typically corresponds to periods where URLLC is
under-provisioned and thus more vulnerable to queue build-
up and latency violations. Fig. 7c compares the distribution of
delivered downlink PHY TBs for the mMTC slice, which we

use as a reliability-oriented proxy in our setup (successful TB
deliveries reflect sustained service for sporadic IoT/telemetry
traffic). BRAIN provides a modest but consistent for the
TB distribution versus DRL baselines, suggesting improved
reliability without sacrificing eMBB throughput or URLLC
protection. Importantly, the low-performance tail is reduced:
BRAIN yields fewer “near-starvation” intervals (very low TB
rates), which is critical for mMTC where sporadic bursts must
still be delivered predictably.

Beyond average reward, we evaluate whether controllers
maintain slice-specific service guarantees under distribution
shifts. Concretely, we measure how reliably each agent keeps
all slices within their QoS targets before and after a controlled
non-stationarity event. In Fig. 8, before the non-stationarity
event (kgitr ~ 0.5 x 10%), BRAIN achieves the highest all-slices
QoS satisfaction, indicating it most consistently keeps all slice
constraints within target under the nominal regime. At K,
all learning-based agents exhibit an abrupt drop in QoS_Sat(¢)
due to the traffic surge; however, BRAIN shows the smallest
degradation and the fastest recovery toward its pre-shift level.
In contrast, DRL baselines suffer a larger post-shift drop and
recover more slowly, stabilizing at lower QoS-satisfaction lev-
els; consistent with reduced adaptability and partial forgetting
under distribution shift. The tuned heuristic remains largely flat
and well below the learned agents throughout, confirming that
static slicing policies cannot react to sudden regime changes.

VII. CONCLUSION

This work demonstrates that deep active inference is not
only a conceptual fit for agentic and embodied intelligence
in mobile networks, but also a practical control paradigm
on a real open AI-RAN stack. We introduced BRAIN as an
xApp that closes the network action—perception loop through
two tightly coupled operations: (i) Bayesian belief updating
over latent slice conditions from streaming KPMs, and (ii)
expected free-energy minimization to select resource-allocation
actions that jointly satisfy slice intents and reduce uncertainty.
Across a GPU-accelerated AI-RAN testbed with heteroge-
neous slices, BRAIN yielded three concrete outcomes. First, it
achieved stronger slicing performance than a tuned heuristic
and a broad set of DRL baselines. Second, it provided robust
adaptation under non-stationarity: when the traffic distribu-
tion shifted abruptly, BRAIN exhibited the smallest QoS-
satisfaction degradation and the fastest recovery without re-
training. Third, it delivered operator-facing interpretability at
runtime. Beyond the empirical advantage, the broader insight
is that active inference enables genuinely agentic, embodied
control by grounding decisions in principled Bayesian belief
updating rather than reward engineering.

For future work, promising directions include extending the
framework to hierarchical, multi-timescale active inference in
O-RAN, where near-RT xApps operate under non-RT intent
and policy coordination using structured generative models.
Another important research can be to scale to multi-cell and
multi-agent deployments, enabling coordination among xApps
under interference and mobility coupling and studying dis-
tributed belief sharing under realistic telemetry and fronthaul
constraints.
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